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ABSTRACT. In this report, we apply an anomaly detection algorithm to a mobile oral health
care application. In particular, we have investigated one class YOLOv3 as an anomaly detec-
tion model to classify pictures of mouths which will be used as inputs in the following machine
learning model. We have achieved outstanding performances by proposing appropriate anno-
tation strategies for our data sets and modifying the loss function. Moreover, the model can
classify not only oral and non-oral pictures but also output preprocessed pictures that only con-
tain the area around the lips by using the predicted bounding box. Thus, the model performs
prediction and preprocessing simultaneously.

1. INTRODUCTION

Machine learning technologies have applied to wide range of area these days, including
mobile healthcare business. In this technical report, we propose anomaly detection algorithms
using YOLOv3 to improve quality of a particular mobile oral health care application which
is currently in service. This mobile application offers the following service to users: When
users upload their photos of mouths, then the implemented machine learning algorithm detects
diseases such as cavities from the photos and assesses the users’ oral health status. However, the
current algorithm has one critical issue: It did not classify the input image, so it still assesses
oral health status even if the input image is not a photo of human mouth. This issue could
degrade the customers’ reliability toward the application.

In order to resolve this issue, we propose an object detection algorithm to determine whether
an input image is a photo of human mouth or not. In general object detection algorithms learn
many classes to classify different objects, however learning many classes is unnecessary for our
purpose. If the algorithm detects human mouth in the input picture, then the following model
assesses user’s oral health status, and if not, then the mobile application requests to upload
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user’s picture again. Thus, we modify the algorithms to detect just one class — Human mouths.
This is the reason why we call our algorithm as anomaly detection instead of just usual object
detection. In order to achieve our goal, we used YOLOv3, the descendent of YOLO which is
the first one stage object detection algorithms. We proposed annotation strategies for bounding
boxes and customized YOLOv3’s loss function to fit into our problem.

The outline of the paper is the following: first, we briefly introduce the history of YOLO,
and introduce focal loss and Generalized Intersection over Union (GIoU) which were adapted
to the loss function of our algorithm. Next, we describe the data set, our modified loss function,
and details of trainings. Then, we display the result of the training. Last, we end this article by
summarize the result and make some remarks about future direction of improving our current
model.

2. RELATED WORKS

YOLO: YOLO (You Only Look Once) is the first one-stage object detector, which was in-
troduced in [1]. This is a single convolutional neural network that predicts bounding boxes
and classes for an image simultaneously. It is simple and extremely fast, but has some issues
with its accuracy, such as localization errors and low recall. After the first version of YOLO,
YOLO9000 [2] and YOLOv3 [3] were introduced to managing such problems. After YOLOv3
many algorithms were developed, such as YOLOv4 [4], Scaled-YOLOv4 [5], PP-YOLOv2 [6],
YOLOR [7] and YOLOX [8]. However, we decided to use YOLOv3 to manage our problem,
since the performance was good enough to use in practice and the model is simpler than its
descendants.

Focal loss: One-stage object detectors have an issue about a large class imbalance during
training. This class imbalance overwhelms the standard cross entropy loss. In order to handle
this class imbalance, T.-. Lin et al. [9] proposed the focal loss FL as follows:

FL(pt) = (1− pt)
γ log(pt), (2.1)

where γ ≥ 0 is a tunable focusing parameter and pt is the model’s estimated probability corre-
sponding to the class with label y = 1 for binary classification. Note that, in (2.1), a modulating
factor (1−pt)

γ is multiplied to the cross entropy loss. Due to the modulating factor, the loss for
a well-classified and easy examples is down-weighted. Since it has the same effect as giving
weight to misclassified or hard examples, the importance of correcting them increases. The
results in [9] showed that RetinaNet, a simple dense detector with the focal loss, is as fast as
one-stage detectors and more accurate than all state-of-the-art two-stage detectors exist at that
time

Generalized Intersection over Union (GIoU): Generating accurate bounding box is one of
the most important tasks of object detection algorithms. The intersection over union (IoU) is
a metric for comparing two arbitrary shapes which is a ratio between the area (or volume) of
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intersection and union. For two arbitrary shapes, A and B,

IoU(A,B) =
|A ∩B|
|A ∪B|

,

where |A| (resp. |B|) is the area (or volume) of A (resp. B). IoU has been widely used for
bounding box regression, because it is invariant to the scale of the problem under consideration.
However, IoU has a significant problem when it comes to use in object detection algorithms.
It does not reflect a distance between a ground truth box and a predicted bounding box if they
have no intersection, since IoU score always vanishes if two shapes have no overlapping. This
means that the distance between A and B is ignored when they do not overlap.

In order to address the weakness, GIoU was introduced in [10], which is defined as follows:
Let A and B be shapes in the image, and C be the smallest convex object (e.g. a rectangular
bounding box) which enclose both A and B. Then

GIoU(A,B) = IoU(A,B)− |C \ (A ∪B)|
|C|

,

In [10], GIoU was incorporated into the popular object detection algorithms including YOLOv3
and have better performance compared to the original algorithms.

3. METHODS

In this section, we describe the model to detect non-oral images. The model is based on
YOLOv3 [3, 11] and it is appropriately modified to achieve our purpose.

3.1. Data. Our goal is to find a model that classify oral and non-oral images. If we consider
a supervised model such as convolutional neural network and a supervised anomaly detection,
we need to collect lots of pictures corresponding to various abnormal classes. Thus, we use the
one class (semi-supervised) anomaly detection approach, i.e., there is only one class (normal)
in the training set.

The training data is a set of photographs including lips and teeth. This data set was collected
through the mobile application. Each photo in the set was taken from each user’s device. To
get a consistent data set, we only consider cases where the picture was taken from the front.
The size of a mouth in each picture is large enough, since a user should take a picture so that
his/her mouth is included as large as possible in the bright part of the smartphone screen (see,
Figure 1). Thus an image should be classified as an anomaly if the mouth in the image is too
large or too small.

The number of pictures in the training set is 340 and the size of an image is 448× 448× 3.
We expect that the model can be well trained with the small training set, because the pictures
are standardized and there is no significant difference between human oral structure. In order
to determine the threshold in the model after training, 85 oral and 85 non-oral pictures were
used as a validation and an anomaly sets, respectively. The non-oral data is consists of COCO
2017 Val images and various open source images which look similar to human’s teeth (e.g.,
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FIGURE 1. photography within the application

cone, fish with human-like teeth, piano). The anomaly set consists of 76 (resp. 4924) pictures
from COCO and 9 (resp. 15) pictures from open sources for threshold (resp. for test).

Our classification strategy is to find a person’s mouth in the input image. If the model find
a mouth then the image is normal, and if not, then it is abnormal. Note that each image in
the training set contains only one person’s mouth. Thus there is one bounding box including
a mouth in each image. Here, we generate two types of training sets to investigate which an-
notation method makes the model trained well. Each image in one training set is annotated
with a bounding box including lips, and each image in the other set does not include lips (see,
Figure 2).

3.2. Loss function. YOLO optimizes the multi-part loss function (see, [1]):

Loss = λcoord

S2∑
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FIGURE 2. Bounding boxes including lips (top) and excluding lips (bottom).

where

1
obj
i =

{
1 if an object appears in cell i,
0 otherwise,

1
obj
ij =

{
1 if the jth bounding box predictor in cell i is responsible for that prediction,
0 otherwise,

1
noobj
ij = 1− 1

obj
ij .

Each bounding box obtained from YOLO consists of 5 predictions: x̂, ŷ, ŵ, ĥ, Ĉ. Here
(x̂, ŷ) is the coordinate for the center of the bounding box relative to the bounds of the grid cell.
The width and height of the box relative to the whole image are ŵ and ĥ, respectively. Ĉ is the
confidence score that represents the IoU between the predicted bounding box and the ground
truth box. YOLO also predicts conditional class probabilities p̂i(c) = Pr(Classi|Object) of
each grid cell. The notations without a hat are those of ground truth.

In (3.1), the confidence loss is defined by using the sum-squared error. In this case, the
loss may not be large compared to other losses even each Ĉi is significantly different from the
corresponding Ci because the confidence score is between 0 and 1.
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In order to get better results, there were some improvements to the loss function in YOLOv3
(see, [11]). First, GIoU was applied to the bounding box coordinate loss. Next, the cross
entropy was used instead of the sum-squared error. Lastly, the focal loss was applied. Note
that the authors for YOLOv3 mentioned that YOLOv3 may be robust without the focal loss
because objectness predictions and conditional class predictions are separated.

Loss =
S2∑
i=0

B∑
j=0

(1−GIoU(Xij , X̂ij))︸ ︷︷ ︸
GIoU Loss (or Bounding box coordinate loss)

+ λconf

− S2∑
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j=0

1
obj
ij

(
1− Ĉij

)2
log Ĉij −
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noobj
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ij log(1− Ĉij)
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Confidence Loss

+
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1
obj
i (− log p̂i(c))︸ ︷︷ ︸

Classification Loss

. (3.2)

In the present work, there is only one class to be detected in the model. Thus the loss
function (3.2) does not contain

∑
c∈classes in the classification loss. Furthermore, we introduce

a constant λconf to weight the confidence loss. If we choose larger λconf, the model focuses
more on reducing the confidence loss while training.

It is clear that if the model is well-trained, then the class probability for the corresponding
bounding box is close to 1, since we have only one class. Also, the classification loss does not
contain the class probabilities on the grid cells without an object. Thus, the class probability is
not meaningful for the anomaly images. In these points of view, we can say that the classifica-
tion loss is unnecessary for the one class object detection model. We will experimentally prove
this in Section 4.

3.3. Training. For efficient training, convolutional layers are pre-trained for COCO dataset
[12]. We train the model for 500 epochs on the training. Throughout training, we use the
Adam optimizer with the learning late 10−5 and a batch size of 4.

3.4. Prediction. After training, we determined the threshold for predictions by using the val-
idation and the anomaly sets. When an image inputs to the trained model, the model evaluates
the score by multiplying the confidence score and the class probability. If we use the loss func-
tion (3.2) without the classification loss, the score is the same as the confidence score. By using
the scores obtained from the training and validation sets, we can choose a proper threshold to
classify oral and non-oral images.



316 BAEK, KIM, AND SHIN

TABLE 1. Results for 4 cases

Class Probability Model Score GIoU
µ σ µ σ µ σ

λconf = 1, IL, Train 0.9999 1.07E-06 0.9739 0.0056 0.9635 0.0218
λconf = 1, IL, Val 0.9999 2.17E-06 0.9604 0.0308 0.8851 0.0543
λconf = 1, EL, Train 0.9999 9.34E-06 0.9632 0.0103 0.9391 0.0287
λconf = 1, EL, Val 0.9999 2.18E-05 0.9566 0.0306 0.8939 0.0512
λconf = 10, IL, Train 0.9999 6.46E-09 0.9947 0.0024 0.9715 0.0207
λconf = 10, IL, Val 0.9999 3.35E-08 0.9925 0.0065 0.8841 0.0566
λconf = 10, EL, Train 0.9999 6.46E-09 0.9915 0.0031 0.9780 0.0093
λconf = 10, EL, Val 0.9999 2.57E-08 0.9893 0.0071 0.9028 0.0458

Once the threshold is determined based on the validation and anomaly sets, the model pre-
dicts whether the input image is an oral image (i.e. 1 or positive) or a non-oral image(i.e. 0 or
negative). If the prediction is an oral image, it shows the bounding box.

4. RESULTS

In this section, we display several results corresponding to the variations of the loss function
and the annotation methods. A different choice of the constant λconf in (3.2) makes the model
different. Also, different annotation strategies can affect the performance of the model. Here,
we consider 4 different cases. First, the loss function is used as in [11], i.e. λconf = 1, and
bounding boxes in the data sets are annotated including lips (IL). Second, λconf = 1 and the
annotations does not include lips (EL). Third, the confidence loss (3.2) is weighted by choosing
λconf = 10 and IL. The last case is that λ = 10 and EL.

In each case, the results for the training and validation sets are statistically investigated.
Table 1 shows the class probability, the model score and GIoU. Here, every class probability is
almost 1. In fact, these values are 1 even if rounded to 5 digits below the decimal point. As we
mentioned in the previous section, the model score is evaluated by multiplying the confidence
score and the class probability. Thus, in this case, the confidence score is the same as the model
score when we round it to 4 digits for each case. Here, model scores with λconf = 10 are larger
than those with λconf = 1. In other words, the model outputs high confidence scores when we
choose large λconf. The distributions of each model score give small standard deviations (σ)
and high probabilities (model scores) for both training and validation sets. Thus, the trained
models for all cases show high performance for detecting a mouth in each input image. The
mean of GIoU for the validation sets is somewhat smaller than that for the training sets, but
these are good enough because they are close to 0.9. Also, the standard deviations of GIoU
are small. Therefore, we can say the bounding box for the validation sets is generally well
predicted.

In order to determine the threshold for the decision, we compare the results for the validation
sets with that for the anomaly sets. Table 2 shows the mean of the model scores is close
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TABLE 2. Results for the anomaly set

Anomaly Set Validation Set
Class Probability Model Score Model Score

µ σ µ σ max min
λconf = 1, IL 0.9937 0.0261 0.1292 0.1939 0.9553 0.7967
λconf = 1, EL 0.9924 0.0143 0.0643 0.0761 0.4015 0.7333
λconf = 10, IL 0.9982 0.0109 0.0984 0.1787 0.8830 0.9450
λconf = 10, EL 0.9781 0.0475 0.0214 0.0620 0.4972 0.9331

TABLE 3. Confusion matrices

λconf = 1, IL
Predicted

Negative Positive

A
ct

ua
l Negative 4795 144

Positive 275 4748

λconf = 1, EL
Predicted

Negative Positive
A

ct
ua

l Negative 4932 7

Positive 48 4975

λconf = 10, IL
Predicted

Negative Positive

A
ct

ua
l Negative 4874 65

Positive 58 4965

λconf = 10, EL
Predicted

Negative Positive

A
ct

ua
l Negative 4937 2

Positive 30 4993

to 0 and the standard deviation is small enough for the anomaly set. Thus the model can
classify the oral and non-oral pictures if we choose a proper threshold. One way is to set the
threshold between the maximum model score for the anomaly set and the minimum for the
validation set. If it is possible, then the model can completely distinguish two sets of pictures,
and otherwise, we need to determine the optimal threshold after comparing the performance
for various thresholds.

The threshold is set to be 0.8 in all cases. For λconf = 1 and IL, only 1 out of 85 pictures
and 2 out of 85 pictures are misclassified in the validation and the anomaly sets, respectively.
For λconf = 1 and EL, only 1 out of 85 pictures is misclassified in the validation set. If we set
a proper threshold less than the minimum score of the validation set, misclassification of the
verification set can be eliminated while maintaining the misclassification rate of the test set.
However, a lower threshold may increase the false positive rate. For λconf = 10 and IL, only 1
out of 85 pictures is misclassified in the anomaly set. In this case, if we set a proper threshold
between the maximum score of the anomaly set and the minimum score of the validation set,
we have no misclassified data. However, a higher threshold may increase the false negative
rate.
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TABLE 4. Accuracy, Precision, Recall and F1-score

Accuracy Precision Recall F1-score
λconf = 1, IL 0.9579 0.9706 0.9453 0.9577
λconf = 1, EL 0.9945 0.9986 0.9904 0.9945
λconf = 10, IL 0.9877 0.9871 0.9885 0.9878
λconf = 10, EL 0.9968 0.9996 0.9940 0.9968

FIGURE 3. ROC curve and AUC for 4 cases

In order to test our models, the test set consists of 5023 normal and 4939 abnormal pictures.
Table 3 shows the confusion matrices for the test set. For all cases, the numerics on the diagonal
are much larger than those on the off-diagonal. Thus, we can say that the models predicted
accurately for the test set. Especially, the model with λconf = 10 and EL misclassified only 32
of 9962 pictures.

For more precise evaluation, classification evaluation metrics are calculated by using the
results in Table 3. Table 4 shows accuracy, precision, recall and F1-score for 4 cases. From this
result, the model with λconf = 10 and EL is the best. Although the model with λconf = 1 and
IL shows the worst performance among 4 cases, its results are not actually bad since 4 metrics
are close to 1.

The receiver operating characteristics (ROC) curve and the area under the curve (AUC) are
represented in Figure 3. For all cases, the shape of each ROC curve is similar to the unit square
and the AUC is greater than 0.99. Thus, every model has a good measure of separability.
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TABLE 5. Results for 4 cases without the classification loss

Model Score GIoU
µ σ µ σ

λconf = 1, IL, Train 0.9736 (▼0.0003) 0.0079 0.9538 (▼0.0097) 0.0284
λconf = 1, IL, Val 0.9505 (▼0.0099) 0.0586 0.8851 (-) 0.0617
λconf = 1, EL, Train 0.9941 (▲0.0309) 0.0023 0.9798 (▲0.0407) 0.0087
λconf = 1, EL, Val 0.9903 (▲0.0337) 0.0110 0.9032 (▲0.0093) 0.0477
λconf = 10, IL, Train 0.9913 (▼0.0034) 0.0026 0.9751 (▲0.0036) 0.0165
λconf = 10, IL, Val 0.9878 (▼0.0047) 0.0079 0.8872 (▲0.0031) 0.0614
λconf = 10, EL, Train 0.9942 (▲ 0.0027) 0.0026 0.9784 (▲0.0004) 0.0087
λconf = 10, EL, Val 0.9923 (▲ 0.0030) 0.0055 0.9051 (▲0.0023) 0.0463

TABLE 6. Results for the anomaly set without the classification loss

Anomaly Set Validation Set
Model Score Model Score

µ σ max min
λconf = 1, IL 0.0824 (▼0.0468) 0.1071 0.6880 (▼0.2673) 0.6587 (▼0.1380)
λconf = 1, EL 0.0279 (▼0.0364) 0.0639 0.4990 (▲0.0975) 0.9352 (▲0.2019)
λconf = 10, IL 0.0490 (▼0.0494) 0.1299 0.8183 (▼0.0647) 0.9423 (▼0.0027)
λconf = 10, EL 0.0238 (▲0.0024) 0.0662 0.4396 (▼0.0576) 0.9628 (▲0.0297)

From the results so far, we can conclude that our model based on YOLOv3 is good enough
to classify oral and non-oral pictures. For both IL and EL, the results with λconf = 10 are
better than those with λconf = 1. Thus, the weighted confidence loss gives better results. Also,
for both λconf = 1 and 10, the results with EL show better performance than those with IL.
Therefore, it is a better strategy to create bounding boxes except for the lips when we construct
for the training set.

Tables 5–8 and Figure 4 show the results when we remove the classification loss in (3.2). In
Table 5, the model score is the same as the confidence score. Here, each value in parentheses
indicates the increase or decrease compared to the values in Table 1. For the case when λconf =
1 and EL, relatively large increments are observed for both model score and GIoU whereas
small variations for other cases. Table 6 shows that the mean and the maximum of the anomaly
set are generally smaller and the minimum of the validation set is generally greater than those
in Table 2. It is clear that we can easily choose a proper threshold when a model has the small
maximum of the anomaly set and the large minimum of the validation set. Here we set the
threshold 0.8 as in the previous results including the classification loss.

Table 7 shows confusion matrices for the test set. Using these results, we can evaluate accu-
racy, precision, recall and F1-score for each case. In Table 8, better performance is observed
except the case when λconf = 1 and EL. In this case, however, there will be small performance
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TABLE 7. Confusion matrices without the classification loss

λconf = 1, IL
Predicted

Negative Positive

A
ct

ua
l Negative 4902 37

Positive 253 4770

λconf = 1, EL
Predicted

Negative Positive

A
ct

ua
l Negative 4938 1

Positive 132 4891

λconf = 10, IL
Predicted

Negative Positive

A
ct

ua
l Negative 4910 29

Positive 71 4952

λconf = 10, EL
Predicted

Negative Positive

A
ct

ua
l Negative 4927 12

Positive 8 5015

TABLE 8. Accuracy, Precision, Recall and F1-score without the classification loss

Accuracy Precision Recall F1-score
λconf = 1, IL 0.9709 (▲0.0130) 0.9923 (▲0.0217) 0.9496 (▲0.0043) 0.9705 (▲0.0128)
λconf = 1, EL 0.9866 (▼0.0079) 0.9998 (▲0.0012) 0.9737 (▼0.0167) 0.9866 (▼0.0079)
λconf = 10, IL 0.9900 (▲0.0023) 0.9942 (▲0.0071) 0.9859 (▼0.0026) 0.9900 (▲0.0022)
λconf = 10, EL 0.9980 (▲0.0012) 0.9976 (▼0.0020) 0.9984 (▲0.0044) 0.9980 (▲0.0012)

degradation since each value is still high. Similar to the previous results including the classifi-
cation loss, the shape of each ROC curve is similar to the unit square and the AUC is greater
than 0.99 for all cases. Also, the model with λconf = 10 and EL shows the best performance.

5. CONCLUDING REMARKS

In this paper, we study to classify oral and non-oral pictures by using YOLOv3 for various
cases. In the modified loss function (3.2), a parameter λconf is introduced so that the model
focuses on increasing the confidence score while training. Also, the classification loss can be
removed from (3.2) since there is only one class for object detections. Then, the modified
loss function (3.2) varies with the parameter λconf or the existence of the classification loss. In
order to suggest a good strategy for annotating bounding boxes, two training sets are generated.
The two training sets are divided into whether the bounding boxes include lips or not. In our
experiments, we obtain various models trained using variations of the loss function and two
training sets. All the trained models show outstanding performance, that is, their classification
evaluation metrics such as accuracy, precision, recall, F1-score and AUC are greater than 0.95.
From the experimental results, we can conclude that the trained model becomes better when
we give a weight to the confidence loss using λconf or remove the classification loss or used the
training set whose bounding boxes excluding lips.
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FIGURE 4. ROC curve and AUC for 4 cases without the classification loss

In this work, we achieved the goal to classify oral and non-oral pictures by using YOLOv3.
One can think object detection models could be excessive for this task. In practice, once the
model predicts that a picture is normal, the picture will be used as an input in the following
algorithm to measure the oral health grade. Here, if we use an object detection model, the
model can output pictures that only contain the area around the lips by using the predicted
bounding box. This is a kind of preprocessing for the data for the following algorithm. Since
unnecessary part of an input image is removed by the preprocessing, we can expect that the
performance of the following algorithm can be improved. Furthermore, our algorithm can be
used to automate the data preprocessing when there is a specific criterion for the data set as in
the present paper.

In the beginning of this project, we had investigated various anomaly detection models such
as one class SVM, isolation forest, binary classification model based on CNN, auto-encoder,
and their ensemble models. An ensemble model was comparable with the proposed model.
However the structure of YOLOv3 is simpler and it could be used to automate the data pre-
processing as we pointed out above, hence we focused on the proposed model only in this
paper.
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